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Introduction



High-Performance Embedded Architecture and Compilation

IjQFBDǃtmission is to advance computing systems research 
and development as a discipline in Europe.

Bridging the gap between:

Industry and academia

Hardware and software communities

HiPEAC



What is the HiPEAC community?

ΧΦApplications

Technology
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Associated members: 76  Total: 1496hipeac.net/members/stats/map

793 members

1484 affiliated researchers 

485 institutions 

50 countries

Membership is free of charge



ü Secure and strengthen a leading position for Europe in 
computing systems that support all aspects of modern society 
by advancing computing systems as a discipline.

ü Prepare the next generation of world -class computing systems 
scientists and engineers in Europe by supporting their academic 
and professional development.

ü Build a dynamic ecosystem for the design and implementation 
of computing systems in Europe by bringing together European 
research, industry, SMEs, and policy makers.

ü Align research efforts in computing systems and strengthen 
research impact in Europe by identifying long-term challenges in 
computing systems and articulating their impact on modern 
society.

Objectives



The HiPEAC Vision Document is a deliverable of the coordination and support 

action on High Performance and Embedded Architecture and Compilation.

It shows the trends, technology evolutions and limitations and position of Europe 

in the domain of computing (hardware and software) and provides 

recommendations to the HiPEAC community.

2009 20112008 2013 2015 2017

January 2021 version is available at:

http://hipeac.net/vision

2019

2021 January 
2023

2022

http://hipeac.net/vision


The general theme of the vision 2023 is that we are in races

Å Against time

Å Because of external constraints ïe.g. global warming 

Å Because evolution of technology is very fast (e.g. AI)

Å Against the rest of the world

ÅOn multiple aspects (economy, reducing dependances, ethics, é)

The multiple races:

Å Race for the ñnext webò ïthe continuum of computing

Å Race for Artificial Intelligence (both at the edge and for ñmegamodelsò)

Å Race for innovative and new hardware (including quantum)

Å Race for cybersecurity

Å Race for (technological / products / contents) sovereignty

Å Race for sustainability

HiPEAC Vision 2023
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The tremendous performance increase

of

computing systems



Machines are overtakinghumansin generatingdata 

Å In 2018, 44% of the total data 
was generated by machines 

ÅIn 2022, 

90% 
is generated 
by machines

2010 2015 2018 2020 2025 2030 2035

2 12 33 64 17
5

612

21421 Zettabyte

= 10 21 byte

Source: IDC

60B
connectedobjects

by 2030 
usingembedded 

computing 

Data Generation

Slide from Thomas Ernst (Leti)
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Evolution of society

Remember: the iPhone was introduced just 15 years agoΧ

1

2



Summit ï2018 

200 PFLOPS (2x1017 FLOPS)

Cray 2 ï1985 

2 GFLOPS (2x109 FLOPS)

Production car of 1985

Lamborghini Countach 5000QV

Max speed 300 Km/h

27 times the speed of light

Warp 3 ?

Star Trek Enterprise 

(Year: about 2290)

X 100 000 000

in 33 years

Exponential increase of performances in 33 years

1
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Peta = 1015



Summit ï2018 

200 PFLOPS (2x1017 FLOPS)

Cray 2 ï1985 

2 GFLOPS (2x109 FLOPS) X 100 000 000

in 33 years

Peta = 1015

9 783 kW200 kW
X 49

Energy efficiency x 2 000 000 in 33 years
1

4

Exponential increase of performances in 33 years



This is it , we enter the exascaleeraςin 2022

άCǊƻƴǘƛŜǊ CƛǊǎǘ ǘƻ .ǊŜŀƪ ǘƘŜ 9ȄŀŦƭƻǇ /ŜƛƭƛƴƎέ ό¢ƻǇрллΣ bƻǾŜƳōŜǊΣ нлннύ

K computer

Top #1 in 2022:
1.102 EFLOPS
21.1 MW
Č 52,2 GFLOPS/W

Top #1 in 2011
10 PFLOPS
12MW
Č 0.83 GFLOPS/W

Frontier

http://www.top500.org (Jun. 2022)

X60 GFLOPS/W

Slide originally from Denis Dutoit (CEA)

1
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Previous slide to be updated in 2023
With 2 EFLOPS J

http://www.top500.org/


What will be the next technology?

And after CMOS?

1
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From Prof. SubhasishMitra (Stanford)

From LightmatterFrom Spintec



Increasing energy consumption of ICT (and AI) , and how to cope with it?

Predictions are not always correct..

LŦ ǘƘŜȅ ŘƻƴΩǘ ǘŀƪŜ ƛƴǘƻ ŀŎŎƻǳƴǘ 
performance improvement 
of computing systems!

1
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YƻƻƳŜȅΩǎlaw

D. Hutcheson, Proceedings Volume 10583, Extreme Ultraviolet 
(EUV) Lithography IX

J. Koomey

Every 10 year

More than x100 gain 

in energy efficiency !!

Slide from Thomas Ernst (Leti)
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W. S. Jevons

M. Lu et al, Ann OperRes (2017) 255:525ς546

.... Jevons paradox is not a fatality .... But should be integrated in the picture !

é the Jevons paradox

1
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Global optimization is key for global efficiency
(a gain in one aspect can be killed by unoptimized other aspects)

Global co - design is required:
Application Algorithm Software Data coding Architecture Technology

An Holistic Approach is needed for efficiency

Technology
Andréa AUBERT/CEA

Architecture
Connectworld - AdobeStock

Algorithm

Adobe Stock - Gorodenkoff

Data coding
foto_don- Fotolia

Programming language

Shawn Hempel- Fotolia

Application

Shutterstock

Software stack

kentoh- Fotolia

2

0
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Race for the ñnext webò



Trend 1: The evolution of web

See https://www.hipeac.net/media/public/files/46/7
/HiPEAC-2019-Comic-Book.pdf

https://www.hipeac.net/media/public/files/46/7


Å This initiative at signature date involved:

Å ETP4HPC, ECSO, BDVA, 5GIA,

Å EUMATHS, CLAIRE, AIoT, HiPEACé

Å More to comeé

Trend 2: The continuum of computing



The Trans Continuum Initiative



Overflow of service -specific apps 
(e.g. App from a hotel to book a room)
Aggregatorapps to select a service (e.g. booking) 
Even aggregators of aggregators (e.g. Kayak)
Χ
Overflow of information, choices, interfaces, etc.

LƴŘǳǎǘǊȅκǳǎŜǊǎ ƻƴƭȅ ǿŀƴǘ άservicesέ ǎŜƭŜŎǘŜŘ ŀŎŎƻǊŘƛƴƎ ǘƻ 
their requirements

More natural and contextual interfaces (AI)

X

Computing is more intertwined with the world
aƻǊŜ άƴŀǘǳǊŀƭέ ƛƴǘŜǊŦŀŎŜǎΥ ǾƻƛŎŜΣ ŘǊŀǿƛƴƎΣ ƎŜǎǘǳǊŜǎΣ Χ
Aware of the environment
Adapt input and output to the situation

άbŀǘǳǊŀƭέ ǇǊƻƎǊŀƳƳƛƴƎΥ
/ƻƴƴŜŎǘƛƴƎ άǎŜǊǾƛŎŜǎέ
via libraries, orchestration 
languages (e.g., Python), voice, 
specifications, graphical interfaces ς
or even by example

ObservationsTrend 3: The evolution of ñprogramsò

No-code/Low-code



In nearly all hardware and software systems:
ÅTime is abstracted or not present at all

ÅVery few languages can express time or timing constraints linked to real -world applications

ÅAverage -not predictable - performance is the goal
ÅCaches, out of order execution, branch prediction, speculative execution

Å(Hidden) compiler optimizations, call to (time) unspecified libraries

ÅEnergy and virtually all other resources are also left out of scope
ÅThis can have impact on data movement, optimizations, etc. 

ÅInteractions with external world are second order priorities
ÅDone with interrupts (introduced as an optimization , eliminating unproductive waiting time in polling 

loops), which were designed to be exceptional events

Åetc.

Observations (4/4)

¢ƻƳƻǊǊƻǿΩǎ ǎȅǎǘŜƳǎ όŜȄΦ ǾŜƘƛŎƭŜǎύ ǿƛƭƭ ƘŀǾŜ ǘƻ ŎƻǇŜ ǿƛǘƘ ŀƭƭ ǘƘŜǎŜ ǊŜǉǳƛǊŜƳŜƴǘǎΧ

Remark 4: Computing systems were not designed for interacting 
ǿƛǘƘ ǘƘŜ άǊŜŀƭ ǿƻǊƭŘέ - CPS systems -



THE SPATIAL WEB

CǊƻƳ tƘƛƭƛǇǇŜ {ŀȅŜƎƘΣ άMetaverse, Spatial Web, Web 3.0 for industry and the new societyέΣ IOTweek2022



CǊƻƳ tƘƛƭƛǇǇŜ {ŀȅŜƎƘΣ άMetaverse, Spatial Web, Web 3.0 for industry and the new societyέΣ IOTweek2022

The Spatial WEB



Physical World
All sectors

of the 

economy

physical

quantites

manage
create

deploy

store

process

monitor

collect

do Local, distributed, decentralized

resources

(swarm, federated, fog, ..)  

Cyber world

Sensors/Actuators

Processing/Storage
Sensors/

Actuators

Data Actions

Å Dynamic construction of applications from 

distributed services (local or remote) 

Å Taking into account non-functional 

requirements (time, latency, locality, 

energy, privacy, cost, é)

Å Using high level abstractions

Å Services (and resources) where they are the 

most efficient

Å Built on top of existing technologies           

(e.g. IP, REST, IEEE P2874, é)

Company/private 

data

Build on a trustable, distributed,  smart

meta-level ñOS*ò

Running 

on edge 

hardware

Cross sectors, ŀǾƻƛŘƛƴƎ άǎƛƭƻǎέ (common interoperable technology)

*OS: Orchestrating System

Everything
as a Service

Secure Exchanges

Self-X

Trusted

computing 

base

Distributed Intelligence via Sharing and Coordination of Resources Across 
Heterogeneous, Connected, Locally Managed Devices



Physical World
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of the 
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Cyber world
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resources

(swarm, federated, fog, ..)  

Sensors/Actuators

Processing/Storage
Sensors/

Actuators
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Company/private 

data

Build on a trustable, distributed,  smart

meta-level ñOS*ò

Running 

on edge 

hardware

Cross sectors, ŀǾƻƛŘƛƴƎ άǎƛƭƻǎέ (common interoperable technology)

*OS: Orchestrating System

Everything
as a Service

Trusted

computing 

base

Distributed Intelligence via Sharing and Coordination of Resources Across 
Heterogeneous, Connected, Locally Managed Devices

Distributed
services

Distributed and 
Interconnected
interoperable
Digital Twins

The bases of the 
industrial metaverse



Å Automotive E/E architecture will become increasingly modular and service -oriented, making it easier to 
reuse various software components, even cross silos (e.g. for energy management, traffic, emergency, 
l¥

ÅQ+& ,1$5&!6& 2' %!7! $2//&$7&% '520 9&+,$/&6v 6&16256 :,// %5!67,$!//< ,1$5&!6&n 5&48,5,1( 21-vehicle 
processing to preserve bandwidth, privacy. Each sensor, actuator, specialized ECU will be considered as 
a service for interoperability and ease of management.

Å The Orchestration System will have to manage mixed -critical tasks (from safety critical to low priority 
tasks) in real-time and find the best compromise according to resources (processing power, memory, 
power, latency), functional and non -functional requirements 1.

Å Safety (often linked to response time) and security are becoming first priority for in vehicle electronics 
and software.

Å The in-vehicle software will continuously evolve, and new services will be added or updated during the 
lifetime of the vehicle.

ÅDigital twins will allow to dynamically optimize the efficiency of the various parts of the vehicle, under 
the supervision of the Orchestrating System.

Observations (4/4)

¢ƻƳƻǊǊƻǿΩǎ ǾŜƘƛŎƭŜ ǎȅǎǘŜƳǎ ǿƛƭƭ ƘŀǾŜ ǘƻ ŎƻǇŜ ǿƛǘƘ ŀƭƭ ǘƘŜǎŜ ǊŜǉǳƛǊŜƳŜƴǘǎΧ

Example: Trustable, distributed, smart OS (Orchestration System) 
for software defined vehicle

1 The orchestration system could use trustable AI techniques to achieve this in real-time



Use case: Trustable, distributed, smart OS (Orchestration 

System) for software defined vehicle

Vehicle/private 

data

Build on a trustable, distributed,  smart

meta-level ñOS*ò

Trusted

computing 

base

Everything
as a Service

Running 

on the 

vehicle

*OS: Orchestrating System

City 
Traffic, 

urgencies Car to X Energy 

Car 
manufacturer Digital twins

Cloud services

Å Taking into account non-

functional requirements 

(time, latency, locality, 

energy, privacy, cost, é)

Engine

Multimedia

Home All car elements



άCƻǊƳƛƴƎ ǘƘŜ ŦƻǳƴŘŀǘƛƻƴ ǿƛǘƘ ŘƛƎƛǘŀƭ ǘǿƛƴǎ

Metaverseapps are the culmination of the intelligent cloudand intelligent edge working 
in harmony togetherτat their foundation is digital twins. Digital twins enable you to 
create rich digital models of anything physical or logical, from simple assets or products to 
complex environments. These environments can be energy distribution grids, warehouses, 
or factoriesτŀƴȅǘƘƛƴƎ ǘƘŀǘΩǎ ƛƳǇƻǊǘŀƴǘ ǘƻ ȅƻǳΦ hƴŎŜ ƛǘΩǎ ƳƻŘŜƭŜŘΣ ƛǘ Ŏŀƴ ōŜ brought to life 
and synchronized with the physical world using two-way IoT connections. This initial 
binding of the physical and digital is foundational to enabling metaverse ŀǇǇǎΦέ

ÅTHE METAVERSE EQUATION

From https://azure.microsoft.com/zh-tw/blog/converging-the-physical-and-digital-with-digital-twins-mixed-reality-and-metaverse-apps/

IoT + Cloud + AI + CPS = Metaverse

Next Web and the metaverse



Which evolution of the Web?

OR é

Game engines marshal the

most advanced accelerators

to deliver uncanny realism

often generated locally on

mobile power budgets,

largely replacing reality: only

need to use them right to

create public and private

Metaverses that primarily

profit consumers



The challenge: Interoperability and Composability 

(Orchestration)

Defragmentation of vertically-oriented, closed systems
Move towards open platforms, frameworks, and standards

Scalability 
Handling large numbers of connections, requests, and data flows across 

heterogeneous networks and devices

Heterogeneity/Interoperability                                          
Handling numerous types of devices, resource constraints, protocols, 

standards, and related non-functional requirements and constraints

Dynamicity
Plug&play, self-configuration, self-management,

self-matchmaking (é self-X) 

Privacy
Safeguarding confidential and/or proprietary data of 

companies, individuals, and stakeholders

Creating the next Web,

decentralized, based on shared resources, 

intertwining

Cyber and Physical worlds (WEB + IoT/actuators)

for industrial and personal use

Built on top of existing technologies

(IP, REST APIs, etcé)

Too complex for 

users:
High level 

abstractions and 

Smart Orchestrator

Security
Protecting computing assets against viruses, hackers, and 

other unwanted actions 

Getting the complete picture by 
putting the pieces together thanks to 
high level abstractions
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Embedded

Intelligence

& Natural programming

& Modelling

Decentralized and Embedded 

Intelligence

ProtectionOrchestration Digital Twin

Currentmodel EdgeIA

Evolution towards Decentralized and Embedded Intelligence orchestrated 
and secured by smart orchestrators interfaced with the world

Connected to the
world

Federation of Distributed 
Smart & Trustable 

Orchestrators

Slide inspired by a slide from Denis Dutoit (CEA)



Recommendations for the ñnext Webò

¶ Research and development actions should be launched to explore the realization of 
web-inspired re-interpretation of future computingsystems.

¶ Proof-of-concept level efforts should be launched to develop agreed definitions of 
functional and non-functional specifications and accompanying programming support 
for execution- and communication-level inter-operability across the continuum of 
computing.

¶ Promote ŘŜƳƻƴǎǘǊŀǘƛǾŜ ǘŜǎǘōŜŘǎ ƻŦ άǘǊǳǎǘŜŘ ƻǊŎƘŜǎǘǊŀǘƻǊǎέΣrunning on any mobile 
device and appliance to serve the needs of safe, private, personalized and effective 
service composition on the computing continuum.

¶ Provide active support to standardization efforts.

¶ 9ȄǇƭƻǊŜ ǿŀȅǎ ǘƻ ŜƴŀōƭŜ άAI at the edgeέ ŀƴŘ ǿŜŀǾŜ ƛǘ ǿƛǘƘ ŎƭƻǳŘ ƛƴǘŜƭƭƛƎŜƴŎŜ ƛƴ ŀ 
manner that provides for rapid feedback cycles to actions and events occurring in the 
compute continuum.
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Race for the Artificial Intelligence



ά{ƛƴŎŜ нлмнΣ ǘƘŜ ŀƳƻǳƴǘ ƻŦ ŎƻƳǇǳǘŜ ǳǎŜŘ ƛƴ ǘƘŜ ƭŀǊƎŜǎǘ !L ǘǊŀƛƴƛƴƎ Ǌǳƴǎ Ƙŀǎ ōŜŜƴ ƛƴŎǊŜŀǎƛƴƎ ŜȄǇƻƴŜƴǘƛŀƭƭȅ ǿƛǘƘ a 3.5 month-doubling time 

όōȅ ŎƻƳǇŀǊƛǎƻƴΣ aƻƻǊŜΩǎ [ŀǿ ƘŀŘ ŀƴ му-month doubling period)мέ

1 https://blog.openai.com/ai-and-compute/
2 https://lambdalabs.com/blog/demystifying-gpt-3/

Artificial Intelligence uses more and more (processing) power for training SOTA networks

3

9

Note: recently, the 
biggest models 
have not necessary 
the best 
performance  
(they are under 
trained)



ά{ƛƴŎŜ нлмнΣ ǘƘŜ ŀƳƻǳƴǘ ƻŦ ŎƻƳǇǳǘŜ ǳǎŜŘ ƛƴ ǘƘŜ ƭŀǊƎŜǎǘ !L ǘǊŀƛƴƛƴƎ Ǌǳƴǎ Ƙŀǎ ōŜŜƴ ƛƴŎǊŜŀǎƛƴƎ ŜȄǇƻƴŜƴǘƛŀƭƭȅ ǿƛǘƘ a 3.5 month-doubling time 

όōȅ ŎƻƳǇŀǊƛǎƻƴΣ aƻƻǊŜΩǎ [ŀǿ ƘŀŘ ŀƴ му-month doubling period)мέ

1 https://blog.openai.com/ai-and-compute/
2 https://lambdalabs.com/blog/demystifying-gpt-3/

Artificial Intelligence uses more and more (processing) power for training SOTA networks

From https://arxiv.org/abs/2202.05924

4

0



ñArtò generated by an AI (StabIe Diffusion)

Parameters

Seed : 58862 | Scale : 7.5 | Steps : 25 | Img Width : 512 | Img Height : 512 | model_version : 1.5fp16

Trigger sentence: cute otter, disney pixar, detailled fur, lot of details

The large Language Models (LLM) 
(generally based on Transformers) 
ƘŀǾŜ ǾŜǊȅ ƛƴǘŜǊŜǎǘƛƴƎ ǊŜǎǳƭǘǎΧ ŀƴŘ 
could be used as helper.



Some results of ChatGPT: a fine-tuned version of GPT-3.5 

thatôs essentially a general-purpose chatbot.
ΧΦǇŜǊŦƻǊƳǎ ōŜǘǘŜǊ ƛƴ ǳƴŘŜǊǎǘŀƴŘƛƴƎ ǘƘŜ ΨŎƻƴǘŜȄǘΩ ōŜƘƛƴŘ ŀ ǊŜǉǳŜǎǘ ŀƴŘ ǘƘŜƴ ǳǎƛƴƎ ǘƘŀǘ ǘƻ ǇǊƻŘǳŎŜ ōŜǘǘŜǊ ŎƻƴǘŜƴǘέ 
ǿƘƛƭŜ άƘŀƭƭǳŎƛƴŀǘƛƴƎέ ƭŜǎǎ ǘƘŀƴ Dt¢-3-based models. (Where it concerns text-generating AI, hallucination refers to an AI 
writing inconsistent, factually incorrect statements.)*

* https:// techcrunch.com/2022/12/01/while-anticipation-builds-for-gpt-4-openai-quietly-releases-gpt-3-5/

Explain what will be the next breakthroughs in computing

άLǘisdifficult to predictexactlywhat the nextbreakthroughsin computingwill be,as
the field of computerscienceis constantlyevolvingand advancing. However,some
areas that are likely to see significant developmentsin the near future include
artificial intelligence, quantum computing, and the integration of advanced
technologiessuch as machine learning and natural language processinginto
everyday devices. Additionally, there is likely to be continued progress in the
developmentof more efficient and powerful computinghardware,as well as the
expansionof high-speednetworksandinternetconnectivity.έ



The View of an AI (OpenAI) on the HiPEAC Vision

Human: Do you know the HiPEAC vision document ?

AI: Yes, I am familiar with the HiPEAC vision document.

Human: Summarize the last HiPEAC vision document.

AI: The HiPEAC vision document is a roadmap for the future of computing. It sets 

out six key areas where computing will have a major impact:

1. Virtual reality and augmented reality 

2. Artificial intelligence

3. The internet of things

4. Quantum computing

5. Blockchain technology 

6. Cloud computing

Each of these areas is set to have a profound impact on the way we live and work in 

the years ahead. HiPEAC is committed to driving innovation in these areas and 

ensuring that computing remains a key driver of economic growth and social 

progress.

Parameters

Engine: text-davinci-002

Max tokens: 150

Temperature: 0

Top p: 1

Frequency penalty: 0.0

Presence penalty: 0.0

Stop sequence: \n



Artificial Intelligence is stilla tool used by humans.

Humans are responsible of its use or misuse for reaching a sustainable society.
Like most tools, it could have a positiveor a negative effect depending on its use.

Humans should be aware of the consequences of their use of AI.

The negativesaspects should be largely compensated by positives consequences

A global viewis required to get the correct assessment
(e.g. energy cost of AI must be (largely) compensated by the application gains)
όŜΦƎΦ ǇŜƻǇƭŜ ǎƘƻǳƭŘ ōŜ ŀǿŀǊŜ ŀƴŘ άprotectedέ ŀƎŀƛƴǎǘ ƻŦ !L ƘŀƭƭǳŎƛƴŀǘƛƻƴǎύ

IǳƳŀƴǎ ŀǊŜ ǎǘƛƭƭ ǊŜǎǇƻƴǎƛōƭŜΧ

4

4

AI hallucination refers to an AI writing inconsistent, factually incorrect statements.



4

5

From https://www.technologyreview.com/s/613630/training-a-single-ai-model-can-emit-as-much-carbon-as-five-cars-in-their-lifetimes/

¢Ƙƛǎ ƛǎ ŀ άƻƴŜ-ǎƘƻǘέ ǘǊŀƛƴƛƴƎ ǇƘŀǎŜΥ
It should be compensated by the 
multiples gains 
of using the trained DNN in inference 
to improve sustainability!



Two societal and economic challenges: Trust and Frugality

Fragile + =Noise

No 
common 

sense
Trust 

challenge

Frugality 
challenge

A lot of new 
applications

More and more expectations on trust and frugality

46

From cloud to edge: to embedded AI closer to the user

Learning and 
Inference in 
the Cloud

Learning and 
Inference at 

the edge

Automation

A lot of data, 
computation

Slide from François Terrier (CEA)



DƻƻƎƭŜΩǎ ¢t¦н Υ 11.5 petaflops16 of machine learning number crunching 
όŀƴŘ ƎǳŜǎǎƛƴƎ ŀōƻǳǘ пллҌ Y²ΧΣ мллҌ DCƭƻǇǎ16/W)

Peta = 1015

FromGoogle

Χrequired to increase energy efficiency 
with accuracy adapted to the use (e.g. float 16)

2017: Googleôs Customized hardwareé
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Fromhttps:// www.nextplatform.com/2018/05/10/tearing-apart-googles-tpu-3-0-ai-coprocessor/

Googleôs Customized TPU (V3, V4) hardware



Å 1 https://openai.com/blog/ai-and-efficiency/
Å 2 Google IO , May 7th 2019
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GoogleΥ Χ ƴŜǿ ƳƻŘŜƭǎΦΦ ōǊƛƴƎƛƴƎ 
100GB of models in the cloud down 
to less than half a gigabyte. 
With these new models, the AI that 
powers the Assistant can now run 
locally on your phone. 

And it is often only inference at the edge,
So orders of magnitude less compute 
power is needed.

Algorithmic improvement is a key factor driving the advance of AI
ά{ƛƴŎŜ нлмн ǘƘŜ ŀƳƻǳƴǘ ƻŦ ŎƻƳǇǳǘŜ ƴŜŜŘŜŘ ǘƻ ǘǊŀƛƴ ŀ ƴŜǳǊŀƭ ƴŜǘ ǘƻ ǘƘŜ ǎŀƳŜ ǇŜǊŦƻǊƳŀƴŎŜ ƻƴ LƳŀƎŜbŜǘм ŎƭŀǎǎƛŦƛŎŀǘƛƻƴ 
has been decreasing by a factor of 2 every 16 months.ϝέ

GPT-3: May 2020
Meta OPT: May 2022
1/7 of the CO2 footprint of GPT-3
Similar performances

https://openai.com/blog/ai-and-efficiency/


Applications that used to run on the cloud will run on the edge devices

Due to the global performance improvement of edge devices,
applications that used to run on the cloud will run on the edge devices.

3D face reconstruction can now be made locally, see for example 
https:// microsoft.github.io/DenseLandmarks/ which can achieve 150 fps on a single CPU thread. This kind of 
work will allow to directly animate avatars in real time on edge devices (PC for now) without requiring 
expansive GPUs or access to the cloud. However, it could also be a danger, democratizing the possibilities of 
making Deep Fakes in real-time.

Crédits: adobestock- © Prostock-studio

Å Voice recognition
Å Automatic translation
Å Interpretation of vital signs
ÅΧΦ



ÅArtificial Intelligence is changing the man-machine interaction ςAdding more natural interfaces

ÅImage and situation understanding
ÅVoice recognition and synthesis

ÅUnstructured data pattern recognition, direct interfacing with the world

ỗ AddingάǇŜǊŎŜǇǘƛƻƴέ to computers
ÅCreating the bridge between cyber and real world: 

Enabling true Cyber Physical Systems

Å/ƻƳǇǳǘŜǊ ŀǊŜ ƴƻǘ ŀƴȅƳƻǊŜ ŀ άt/έ
ÅThey get input from the real world with sensors, not anymore with keyboards

ÅThey are everywhere, morph in our environment

CPS Enabled by Artificial Intelligence   (and Deep Learning)

5
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Application 
using AI

AI algorithm

Programming language

Software stack

AI accelerator architecture

Technology

Data coding

FD-SOI technology

Near memory
Computing

Scalable architecture

Byte and Sub-byte 
quantization

Compatible with mainstream SDKs
(ex: ONNX format supported)

Efficient code generation &
Quantization Aware Training

Pre-processing and post-processing
& Neural Networks processing

Application using efficiently AI techniques

5
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An Holistic Approach is needed for AI energy efficiency

Global co - design is required:
Application Algorithm Software Data coding Architecture Technology



Full Operational Tool Chain enables an efficient conversion and porting to your Neural Network to 

the specialized hardware programmable accelerator in a transparent approach

Energy-Efficiency thanks to  HW/SW co-development

.tf model format 

QUANTIZATION

COMPILATION

Quantization Aware Training (QAT) Conversion 

Deployable binaries & C code

TRAINING

NPU    HARDWARE                          ISS

Operational Tool Chain (OTC) 

INFERENCE

5
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* Google assistant and Apple Siri  can do the same

About 2W

Low cost microcontroller able 
ǘƻ ǊŜŎƻƎƴƛȊŜ нлл ǎŜƴǘŜƴŎŜǎ ŦƻǊ ŀōƻǳǘ рϵ

About 60 mW

Ultra-Low Power Neural Processing Unit
ML Commons benchmarks:
ÅKeyword spotting: 12 uJ
ÅVisual Wake Words : 32 uJ

Processing at the edge with less and less energy

5
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« Neuromorphic» computing

Å RRAM synapses

Å Weighted input thanks to Ohmôs law

Å Analog neurons

Å Inputs summation thanks to Kirchhoff's law

Further energy gain can be achieved thanks to:
- Sparsity of data representation 

- Derivative of the signal : information coding (temporal, transmit and compute 
only when there is a change in the data)

- Sparsity of coding: quantization down to 1 bit
- Changing the information coding can simplify operations (no multiply)

- 9ȄŀƳǇƭŜΥ ŎƻŘƛƴƎ ƛƴ ŦƻǊƳŀǘƛƻƴ ƛƴ άǎǇƛƪŜǎέ 
- Using physics to make computations όάŀƴŀƭƻƎέ ŎƻƳǇǳǘƛƴƎύ

- /ŀƴ ǳǎŜ ŜƭŜŎǘǊƻƴƛŎǎΣ ƻǇǘƛŎǎΣ ŀǘƻƳƛŎ ŎƻƳǇƻǎƛǘƛƻƴ ό5b!ύΣ Χ

5
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W1

Wn

X1

Xn



IBM 
TrueNorth

Intel Loihi DynapSEL

Technology 28nm CMOS 14 nm CMOS 28 nm FDSOI

Supply Voltage 0.7-1.05 V 0.5-1.25 V 0.73-1 V

Design Type Digital Digital Mixed-signal 

Neurons per core 256 Max 1k 256

Core Area 0.094 mm2 0.4 mm2 0.36 mm2

Computation Time multiplexing Time multiplexing Parallel processing

Fan In/Out 256/256 16/4k 2k/8k

On-line Learning No Programmable STDP

Synaptic Operation / Second / 
Watt

46 GSOPS/W 300 GSOPS/W

Energy per synaptic operation 26 pJ 23.6 pJ <2 pJ

Example of various neuromorphic processors

5
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ñNontrivial software written with threads, semaphore, 
and mutexes is incomprehensible by humansò

Edward A. Lee

The future of embedded software

ARTEMIS 2006

Parallelism, multi-cores, heterogeneity, 
distributed computing,  seems to be too 
complex for humans ?

5
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Managing complexity



Cognitive solutions for 
complex computing systems:
ÅUsing AI and optimization 

techniques for computing 
systems
ÅCreating new hardware
ÅGenerating code
ÅOptimizing systems

5
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Managing complexity



ÅNe-XVP project ςFollow-up of the TriMediaVLIW 
(https://en.wikipedia.org/wiki/Ne-XVP)

Å1,105,747,200 heterogeneous multicores in the design 
space

Å2 millions years to evaluate all design points

ÅAI inspired techniques allowed to reduce the induction 
time to only few days

=> x16 performance increase

1 M. DurantonŜǘ ŀƭƭΦΣ άwŀǇƛŘ ¢ŜŎƘƴƻƭƻƎȅ-Aware Design Space Exploration for Embedded  HeterogeneousMultiprocessorsέ ƛƴ tǊƻŎŜǎǎƻǊ ŀƴŘ {ȅǎǘŜƳ-on-Chip 
Simulation, Ed. R. Leupers, 2010 

Gain Ḑ16

Selecting the right architecture: Design Space Exploration for 
the design of multi-core processors1 (2010)

5

AI techniques can be used to optimize/design efficient
AI accelerators!

Nb: the system discovered !ƳŘŀƘƭΩǎ ƭŀǿ and
near memory computingΧ

https://en.wikipedia.org/wiki/Ne-XVP


ÅDescribing what the program should accomplish, rather than describing how to accomplish it as a sequence of 
the programming language primitives.

ÅFor example, describe the concurrencyof an application, not how to parallelize the code for it.

ÅόDƻƻŘύ ŎƻƳǇƛƭŜǊǎ ƪƴƻǿ ōŜǘǘŜǊ ŀōƻǳǘ ŀǊŎƘƛǘŜŎǘǳǊŜ ǘƘŀƴ ƘǳƳŀƴǎΣ ǘƘŜȅ ŀǊŜ ōŜǘǘŜǊ ŀǘ ƻǇǘƛƳƛȊƛƴƎ ŎƻŘŜΧ

Programming2.0: Let the computer do the job

6
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Slide from 
HiPEACVision 2017



Slide 61

https:// www.youtube.com/watch?v=SGUCcjHTmGY

2021: Using AI to write code: OpenAICodex, a successor of GPT-3

6
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High level coding becomes 
impossible with current 
languages and tools: need 
better future looking 
abstractions, tools and 
languages to gain a competitive 
advantage in software because 
that trend will never reverse, 
only grow wider in application 
domains



Slide 62

нлннΥ 5ŜŜǇaƛƴŘΩǎ AlphaCodeAI writes code at a competitive level
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